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A flow-based latent state generative model of neural population responses to
natural images

Mohammad Bashiri - Edgar Walker - Konstantin-Klemens Lurz - Akshay Jagadish -
Taliah Muhammad - Zhiwei Ding - Zhuokun Ding - Andreas Tolias - Fabian Sinz

A Probabilistic State Space Model for Joint Inference from Differential Equations
and Data
Jonathan Schmidt - Nicholas Kramer - Philipp Hennig

Adaptive Diffusion in Graph Neural Networks
Jialin Zhao - Yuxiao Dong - Ming Ding - Evgeny Kharlamov - Jie Tang

An Infinite-Feature Extension for Bayesian ReLU Nets That Fixes Their
Asymptotic Overconfidence
Agustinus Kristiadi - Matthias Hein - Philipp Hennig

Analytic Insights into Structure and Rank of Neural Network Hessian Maps
Sidak Pal Singh - Gregor Bachmann - Thomas Hofmann

ATISS: Autoregressive Transformers for Indoor Scene Synthesis
Despoina Paschalidou - Amlan Kar - Masha Shugrina - Karsten Kreis - Andreas Geiger -
Sanija Fidler

Backward-Compatible Prediction Updates: A Probabilistic Approach
Frederik Trauble - Julius von Kiigelgen - Matthaus Kleindessner - Francesco Locatello -
Bernhard Schélkopf - Peter Gehler

Causal Influence Detection for Improving Efficiency in Reinforcement Learning
Maximilian Seitzer - Bernhard Schélkopf - Georg Martius

Characterizing Generalization under Out-Of-Distribution Shifts in Deep Metric
Learning

Timo Milbich - Karsten Roth - Samarth Sinha - Ludwig Schmidt - Marzyeh Ghassemi -
Bjorn Ommer

Cockpit: A Practical Debugging Tool for the Training of Deep Neural Networks
Frank Schneider - Felix Dangel - Philipp Hennig

DiBS: Differentiable Bayesian Structure Learning
Lars Lorch - Jonas Rothfuss - Bernhard Schélkopf - Andreas Krause

Dynamic Inference with Neural Interpreters
Nasim None Rahaman - Muhammad Waleed Gondal - Shruti Joshi - Peter Gehler -
Yoshua Bengio - Francesco Locatello - Bernhard Schélkopf
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Fast Minimum-norm Adversarial Attacks through Adaptive Norm Constraints
Maura Pintor - Fabio Roli - Wieland Brendel - Battista Biggio

Fine-Grained Zero-Shot Learning with DNA as Side Information
Sarkhan Badirli - Zeynep Akata - George Mohler - Christine Picard - Murat M Dundar

Hierarchical Reinforcement Learning with Timed Subgoals
Nico Giirtler - Dieter Biichler - Georg Martius

How Powerful are Performance Predictors in Neural Architecture Search?
Colin White - Arber Zela - Binxin Ru - Yang Liu - Frank Hutter

How Well do Feature Visualizations Support Causal Understanding of CNN
Activations?

Roland S. Zimmermann - Judy Borowski - Robert Geirhos - Matthias Bethge - Thomas
Wallis - Wieland Brendel

HPOBench: A Collection of Reproducible Multi-Fidelity Benchmark Problems for
HPO

Katharina Eggensperger - Philipp Muller - Neeratyoy Mallik - Matthias Feurer - Rene
Sass - Aaron Klein - Noor Awad - Marius Lindauer - Frank Hutter

Independent mechanism analysis - a new concept?
Luigi Gresele - Julius von Kugelgen - Vincent Stimper - Bernhard Schélkopf - Michel
Besserve

Iterative Teaching by Label Synthesis
Weiyang Liu - Zhen Liu - Hanchen Wang - Liam Paull - Bernhard Schélkopf - Adrian
Weller

Laplace Redux - Effortless Bayesian Deep Learning
Erik Daxberger - Agustinus Kristiadi - Alex Immer - Runa Eschenhagen - Matthias Bauer
- Philipp Hennig

Learning Theory Can (Sometimes) Explain Generalisation in Graph Neural
Networks
Pascal Esser - Leena Chennuru Vankadara - Debarghya Ghoshdastida

Learning to Execute: Efficient Learning of Universal Plan-Conditioned Policies in
Robotics
Ingmar Schubert - Danny Driess - Oz S. Oguz - Marc Toussaint

Linear-Time Probabilistic Solution of Boundary Value Problems
Nicholas Kréamer - Philipp Hennig

Local policy search with Bayesian optimization
Sarah Muiller - Alexander von Rohr - Sebastian Trimpe

Locality Sensitive Teaching
Zhaozhuo Xu - Beidi Chen - Chaojian Li - Weiyang Liu - Le Song - Yingyan Lin -
ANSHUMALI Shrivastava
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Meta-Learning the Search Distribution of Black-Box Random Search Based
Adversarial Attacks
Maksym Yatsura - Jan Hendrik Metzen - Matthias Hein

MetaAvatar: Learning Animatable Clothed Human Models from Few Depth

Images
Shaofei Wang - Marko Mihajlovic - Qianli Ma - Andreas Geiger - Siyu Tang

NAS-Bench-x11 and the Power of Learning Curves
Shen Yan - Colin White - Yash Savani - Frank Hutter

Neural Ensemble Search for Uncertainty Estimation and Dataset Shift
Sheheryar Zaidi - Arber Zela - Thomas Elsken - Chris Holmes - Frank Hutter - Yee Whye
The

Neural-PIL: Neural Pre-Integrated Lighting for Reflectance Decomposition
Mark Boss - Varun Jampani - Raphael Braun - Ce Liu - Jon Barron - Hendrik PA Lensch

On the Frequency Bias of Generative Models
Katja Schwarz - Yiyi Liao - Andreas Geiger

OpenML Benchmarking Suites
Bernd Bischl - Giuseppe Casalicchio - Matthias Feurer - Pieter Gijsbers - Frank Hutter -
Michel Lang - Rafael Gomes Mantovani - Jan N. van Rijn - Joaquin Vanschoren

Partial success in closing the gap between human and machine vision
Robert Geirhos - Kantharaju Narayanappa - Benjamin Mitzkus - Tizian Thieringer -
Matthias Bethge - Felix A. Wichmann - Wieland Brendel

Planning from Pixels in Environments with Combinatorially Hard Search Spaces
Marco Bagatella - Miroslav OISak - Michal Rolinek - Georg Martius

Projected GANs Converge Faster
Axel Sauer - Kashyap Chitta - Jens Miiller - Andreas Geiger

Regret Bounds for Gaussian-Process Optimization in Large Domains
Manuel Wuethrich - Bernhard Schélkopf - Andreas Krause

Removing Inter-Experimental Variability from Functional Data in Systems
Neuroscience

Dominic Gonschorek - Larissa Ho6fling - Klaudia P. Szatko - Katrin Franke - Timm
Schubert - Benjamin Dunn - Philipp Berens - David Klindt - Thomas Euler

Retiring Adult: New Datasets for Fair Machine Learning
Frances Ding - Moritz Hardt - John Miller - Ludwig Schmidt

Robustness via Uncertainty-aware Cycle Consistency
Uddeshya Upadhyay - Yanbei Chen - Zeynep Akata - Seitzer - Bernhard Scholkopf -
Georg Martius
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Self-Supervised Learning with Data Augmentations Provably Isolates Content
from Style

Julius von Kiigelgen - Yash Sharma - Luigi Gresele - Wieland Brendel - Bernhard
Scholkopf - Michel Besserve - Francesco Locatello

Shape As Points: A Differentiable Poisson Solver
Songyou Peng - Max Jiang - Yiyi Liao - Michael Niemeyer - Marc Pollefeys - Andreas
Geiger

Shape your Space: A Gaussian Mixture Regularization Approach to Deterministic
Autoencoders
Amrutha Saseendran - Kathrin Skubch - Stefan Falkner - Margret Keuper

Sparsely Changing Latent States for Prediction and Planning in Partially
Observable Domains
Christian Gumbsch - Martin V. Butz - Georg Martius

Test-time Collective Prediction
Celestine Mendler-Diinner - Wenshuo Guo - Stephen Bates - Michael Jordan

The Inductive Bias of Quantum Kernels
Jonas Kibler - Simon Buchholz - Bernhard Schélkopf

Towards robust vision by multi-task learning on monkey visual cortex
Shahd Safarani - Arne Nix - Konstantin Willeke - Santiago Cadena - Kelli Restivo -
George Denfield - Andreas Tolias - Fabian Sinz

TransformerFusion: Monocular RGB Scene Reconstruction using Transformers
Aljaz Bozic - Pablo Palafox - Justus Thies - Angela Dai - Matthias Niessner

Two steps to risk sensitivity
Christopher Gagne - Peter Dayan

50. Well-tuned Simple Nets Excel on Tabular Datasets

Arlind Kadra - Marius Lindauer - Frank Hutter - Josif Grabocka



